
 
 
 
 
 
 
 
 
 
 
 
 

Chapter  6 
SysPak OS Vir tual Memory System 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 



SysPak OS                                            Chapter 5: SysPak OS Memory Management 

 
 
 
 
 



Abstract 
There are two components of Memory Management under SysPak OS. First, the physical 
memory-management system deals with allocating and freeing pages, groups of pages and 
small blocks of memory. The second component handles virtual memory, which is memory 
mapped into the address space of running processes. These two components are described in 
detail in this chapter. First we shell describe the virtual memory system, address spaces, 
regions ,page caches and page frames and the we shell page replacement policy of SysPak 
OS and in ends hardware translation layer (HAT). 
6.1 Why Have a Vir tual Memory System? 
 A virtual memory system offers the following benefits: 

·  It presents a simple memory programming model to application so that application 
developers need not know how the underlying memory hardware is arranged. 

·  It allows the processes to see linear ranges of bytes in their address space, regardless 
of the physical memory layout or fragmentation of the real memory. 

·  It gives us a larger programming model with a larger memory size than available 
physical storage (e.g., RAM) and enables us to use slower but larger secondary 
storage (e.g., disk) as a backing store to hold pieces of memory that don’ t fit in 
physical memory. 

A virtual view of memory storage, known as address space, is presented to the application 
while the VM system transparently manages the virtual storage between RAM and secondary 
storage. Because RAM is significantly faster then disk, the job of the VM system is to keep 
the most frequently referenced portions to memory in the faster primary storage. 
Physical Memory (RAM) is divided into fixed size pieces called pages. Each page of 
physical memory is associated with a cache; the cache identifies the backing store for the 
page. The backing store is a place where the physical page contents will be migrated (known 
as page out) should the page need to be taken for another use, it’s also the location of the file; 
it’s also the location of file will be read back in form in form of its migrated in (known as 
page in). Pages used for regular process heap and stack, known as anonymous memory have 
the swapping file as their backing store. A page can also be a cache of page-sized piece of a 
regular file. In this case the backing store is simply the file it’s caching – this is how the 
SysPak OS uses memory system to cache files.  
If the virtual memory system needs to take a dirty page (a page that has had its contents 
modified), its contents are migrated to backing store. Anonymous memory is paged out to 
swap device when the page is freed. If file pages needs to be freed, and the page size piece of 
the file has not been modified, then page can simply be freed; if the piece has been modified, 
then it is first written back out to the backing store, and then freed. 
Rather then managing every byte of memory, we use page size pieces of virtual memory to 
minimize the amount of work the virtual memory system has to do to maintain virtual to 
physical mappings. Figure shows how the managements and translation of the virtual view of 
memory (the address space) to physical memory is performed by hardware known as virtual 
memory management unit.  
The SysPak OS divides the linear virtual address space to into regions, one for each type of 
memory are in the address space. Each region manages the mapping for virtual memory 
addressed ranges mapped by that segment and converts that mapping into MMU pages.  The 
hardware MMU maps those pages into the pages into physical memory by using hardware 
dependant page tables. Each entry in the table has the physical address of the page of memory 
in RAM, so that memory access can be converted on-the-fly in hardware. MMU working was 
covered in previous chapter. 



 

 
Figure 6.1: SysPak OS Vir tual-to-Physical Memory Management 

In summary these major functions: 
·  It manages the virtual to physical mappings of memory. 
·  It manages the page replacements. 
·  It handles requirements for shared images between multiple users and programs. 

6.2 The major  components of the SysPak OS VM system 
There are seven key "objects" (structures, really) in the VM that really hold all of the 
information about the VM system. They represent both the physical memory actually present 
on the machine and the virtual memory layout.  
The physical side of things:  

·  vm_page - represents one physical page (usually 4k) of real, physical memory. It 
holds all of the details about the page - the address in physical memory, the state of it 
(clear, free, in use, busy, etc.)  

·  vm_cache_ref - essentially the bridge object between the vir tual perspective on 
memory and the physical side. Each vm_page has one and only one vm_cache_ ref, 
but each vm_cache_ref can be pointed to by multiple vm_pages.  

·  vm_cache - a collection of vm_pages and their vm_store (see below).  
·  vm_store - an API or interface to one of several different implementations. A 

vm_store is a data structure that contains the data necessary to support swapping in 
and out (where appropriate). The most commonly thought of implementation is 
vm_store vnode, which allows swapping pages in and out.  

You could easily conceive of these four objects as one "mega" object, the physical chunk. 
This mega object has many pages, knows how to read/write from disk, knows it©s pages 
addresses, knows how to look for pages that are unused, etc. It is called the process space 
"mega object" to allocate space. There would be one instance of this physical chunk per 
process.  
The vir tual side of things:  



 

·  vm_region - a named "area", i.e. a data object that represents a vir tual memory block 
in much the same way that vm_page represents a physical memory block (except that 
it can be any size). 

·  vm_vir tual_ map - contains the list of regions held in the address space.  
·  vm_address_space - contains a pointer to the vm_translation_map, a processor 

dependent data structure used to tell the processor what to map where. The 
vm_address_space counts page faults, is used to ensure that there is a sauciest 
"working set" - amount of physical memory and is the lowest level structure in the 
"common" VM area.  

These objects could be considered as a mega object as well - a "process space" object. These 
three structures hold all of the information about the processes© vir tual mapping. This mega 
object would contain system calls for allocating and freeing memory, memory mapping files, 
etc.  
6.2.1 Vir tual Address Spaces 
      The virtual address space of a process is the range of memory addresses that are presented 
to the process as its environment; some addresses are mapped to physical memory, some are 
not. A process’s virtual address space is skeleton is created by the time when the new process 
is created. Each process virtual address space has at least four segments: 

·  Executable text – The executable instructions in the binary reside in the text segment. 
The text segment is mapped from the on disk binary reside and is mapped read-only, 
with execute permission. 

·  Executable data – The initialized variables in the executable reside in the data 
segment. The data segment is mapped from the on disk binary and is mapped 
read/write/private. The private mapping ensures that changes made to memory within 
this mapping are not reflected out to the file or the other processes mapping the same 
executable. 

 
Figure 6.2: Process Vir tual Address Space 

·  Heap space – Scratch or memory allocated by mal l oc ( ) ,  is allocated from 
anonymous memory and is mapped read/write.    



 

·  Process stack – The stack is allocated from anonymous memory and is mapped 
read/write. 

6.2.2 Address Space Management 
The SysPak OS kernel is implemented with a central address management subsystem that 
other parts of  kernel call into. The address space system manages the following functions: 

·  Creation and Destruction of Address Spaces 
·  Creation of new regions with in address space 
·  Removal of regions within an address space 
·  Setting and management of an page protection for an address space 
·  Page fault routing for an address space 
·  Page Locking and flag manipulation for an address space 

Process and kernel subsystems call into the address space subsystem to manage their address 
spaces. The SysPak OS data structure for the address space object is shown below: 
 
t ypedef  s t r uct  vm_addr ess_space {  
 i nt  magi c;  
 vm_vi r t ual _map v i r t ual _map;  
 vm_t r ansl at i on_map t r ansl at i on_map;  
 char  * name;  
 aspace_i d i d;  
 i nt  r ef _count ;  
 i nt  f aul t _count ;  
 i nt  st at e;  
 addr  scan_va;  
 addr  wor ki ng_set _si ze;  
 addr  max_wor ki ng_set ;  
 addr  mi n_wor ki ng_set ;  
 bi gt i me_t  l ast _wor ki ng_set _adj ust ;  
 st r uct  vm_addr ess_space * hash_next ;  
}  vm_addr ess_space;  
 

·  vir tual_map: pointer to the virtual map for the address space. This virtual map 
consists of list of all regions in the address space and each map has a base and size. 

·  translation_map: a pointer to translation map that’s manages virtual to physical 
mappings the for all the regions in the address space.  

·  name: name of the address space. 
·  id: of the address space. 
·  ref_count: reference count for the address space 
·  fault_count: count of page faults, occurred in this address space since its creation. 
·  state: state of address space may be VM_ASPACE_STATE_NORMAL or 

VM_ASPACE_STATE_DELETION 
·  scan_va: virtual address at which, page scanner should start scanning. 
·  working_set_size: working set size for the address space 
·  max_working_set: max number of pages that address space can have in its working 

set. 
·  min_working_set: minimum number of pages that an address space can have int its 

address space. 
·  last_working_set_adjust: time of last working set adjust by the page daemon.  



 

·  hash_next: pointer to next address space in the address space hash table.    
 
The address space subsystem consists a number of functions, grouped to perform the 
functions listed above. These functions are shown below: 
vm_create_aspace: creates a new address space. 
aspace_i d vm_cr eat e_aspace( const  char  * name,  addr  base,  addr  
s i ze,  bool  ker nel ) ;  
vm_delete_aspace : deletes an address space. 
i nt  vm_del et e_aspace( aspace_i d) ;  
vm_get_kernel_aspace: returns a pointer  to the kernel address space. 
vm_addr ess_space * vm_get _ker nel _aspace( voi d) ;  
vm_get_kernel_aspace_id: returns an id for kernel address space. 
aspace_i d vm_get _ker nel _aspace_i d( voi d) ;  
vm_get_cur rent_user_aspace: returns a pointer to the current users address space 
vm_addr ess_space * vm_get _cur r ent _user _aspace( voi d) ;  
vm_get_cur rent_user_aspace_id: returns id of the current user’s address space. 
aspace_i d vm_get _cur r ent _user _aspace_i d( voi d) ;  
vm_get_aspace_by_id: returns a pointer to an address space given the address space id. 
vm_addr ess_space * vm_get _aspace_by_i d( aspace_i d ai d) ;  
 

 
Figure 6.3: The Address Space 

 
Each address space has a vm_virtual_map object for the regions of address space. It’s 
structure is shown below: 



 

 
t ypedef  s t r uct  vm_vi r t ual _map {  
 vm_r egi on * r egi on_l i st ;  
 vm_r egi on * r egi on_hi nt ;  
 i nt  change_count ;  
 sem_i d sem;  
 st r uct  vm_addr ess_space * aspace;  
 addr  base;  
 addr  s i ze;  
}  vm_vi r t ual _map;  

 
6.2.3 Vir tual Memory Regions  
     The virtual memory interface is designed to support both large, sparse address spaces as 
well as small, densely-used address spaces. In this context, ``small©© is an address space 
roughly the size of the physical memory on the machine, while ``large©© may extend up to the 
maximum addressability of the machine. A process may divide its address space up into a 
number of regions. Initially a process begins with four regions; a shared read-only fill-on-
demand region with its text, a private fill-on-demand region for its initialized data, a private 
zero-fill-on-demand region for its uninitialized data and heap, and a private zero-fill-on-
demand region for its stack. In addition to these regions, a process may allocate new ones. 
The regions may not overlap and the system may impose an alignment constraint, but the size 
of the region should not be limited beyond the constraints of the size of the virtual address 
space.  
Each new region may be mapped either as private or shared. When it is privately mapped, 
changes to the contents of the region are not reflected to any other process that maps the same 
region. Regions may be mapped read-only or read-write. As an example, a shared library 
would be implemented as two regions; a shared read-only region for the text, and a private 
read-write region for the global variables associated with the library.  

A region may be allocated with one of several allocation strategies. It may map some 
memory hardware on the machine such as a frame buffer. Since the hardware is responsible 
for storing the data, such regions must be exclusive use if they are privately mapped.  

      A region can map all or part of a file. As the pages are first accessed, the region is 
filled in with the appropriate part of the file. If the region is mapped read-write and shared, 
changes to the contents of the region are reflected back into the contents of the file. If the 
region is read-write but private, changes to the region are copied to a private page that is not 
visible to other processes mapping the file, and these modified pages are not reflected back to 
the file.  

      The final type of region is ``anonymous memory©©. Uninitiated data uses such a 
region, privately mapped; it is zero-fill-on-demand and its contents are abandoned when the 
last reference is dropped. Unlike a region that is mapped from a file, the contents of an 
anonymous region will never be read from or written to a disk unless memory is short and 
part of the region must be paged to a swap area. If one of these regions is mapped shared, 
then all processes see the changes in the region. This difference has important performance 
considerations; the overhead of reading, flushing, and possibly allocating a file is much 
higher than simply zeroing memory.  

      If several processes wish to share a region, then they must have some way of 
rendezvousing. For a mapped file this is easy; the name of the file is used as the rendezvous 
point. However, processes may not need the semantics of mapped files nor be willing to pay 
the overhead associated with them. For anonymous memory they must use some other 



 

rendezvous point. Our current interface allows processes to associate a descriptor with a 
region, which it may then pass to other processes that wish to attach to the region. Such a 
descriptor may be bound into the UNIX file system name space so that other processes can 
find it just as they would with a mapped file.  

 
t ypedef  st r uct  vm_r egi on {  
 i nt  magi c;  
 char  * name;  
 r egi on_i d i d;  
 addr  base;  
 addr  s i ze;  
 i nt  l ock;  
 i nt  wi r i ng;  
 i nt  r ef _count ;  
 of f _t  cache_of f set ;  
 st r uct  vm_cache_r ef  * cache_r ef ;  
 st r uct  vm_addr ess_space * aspace;  
 st r uct  vm_r egi on * aspace_next ;  
 st r uct  vm_vi r t ual _map * map;  
 st r uct  vm_r egi on * cache_next ;  
 st r uct  vm_r egi on * cache_pr ev;  
 st r uct  vm_r egi on * hash_next ;  
}  vm_r egi on;  

The functions to manage vm_region objects are shown below: 
 
r egi on_i d vm_cr eat e_anonymous_r egi on( aspace_i d ai d,  char  * name,  voi d 
* * addr ess,  i nt  addr _t ype,  addr  s i ze,  i nt  wi r i ng,  i nt  l ock) ;  
r egi on_i d vm_map_physi cal _memor y( aspace_i d ai d,  char  * name,  voi d 
* * addr ess,  i nt  addr _t ype, addr  s i ze,  i nt  l ock,  addr  phys_addr ) ;  
r egi on_i d vm_map_f i l e( aspace_i d ai d,  char  * name,  voi d * * addr ess,  i nt  
addr _t ype,  addr  s i ze,  i nt  l ock,  i nt  mappi ng,  const  char  * pat h,  of f _t  
of f set ) ;  
r egi on_i d vm_cr eat e_nul l _r egi on( aspace_i d ai d,  char  * name,  voi d 
* * addr ess,  i nt  addr _t ype,  addr  s i ze) ;  
r egi on_i d vm_cl one_r egi on( aspace_i d ai d,  char  * name,  voi d * * addr ess,  
i nt  addr _t ype, r egi on_i d sour ce_r egi on,  i nt  mappi ng,  i nt  l ock) ;  
i nt  vm_del et e_r egi on( aspace_i d ai d,  r egi on_i d i d) ;  
r egi on_i d vm_f i nd_r egi on_by_name( aspace_i d ai d,  const  char  * name) ;  
i nt  vm_get _r egi on_i nf o( r egi on_i d i d,  vm_r egi on_i nf o * i nf o) ;  

 
6.2.4 Page Faults in Address Spaces 
The SysPak OS virtual memory system uses hardware MMU memory management 
capabilities. MMU-generated exceptions tells the operating system when a memory access 
can not be continued with out the kernel’s intervention, by interrupting the execution process 
with a trap and then invoking the appropriate piece of memory management code.  
In SysPak OS page fault is handled by a routine vm_page_fault, when page fault occurs this 
is converted into the call to vm_page_fault  by the i386_trap handle. This also passes the 
faulting linear address taken from cr2 register and tells about the access (read/write) and also 
tells whether user is faulting or kernel is faulting.  Once the this routine is called, SysPak OS 
checks to see whether the kernel or user is faulting and also it a get pointer to the 
vm_address_space object, which one is faulting. It then see here whether the user is trying to 



 

access kernel memory or  hit was probably in the 64k DMZ between kernel and user space 
this keeps a user space thread from passing a buffer that crosses into kernel space. If this is 
the case page fault handling routine stops there and return ERR_VM_PF_FATAL error. It 
then obtains the region in which faulting address lies. If a reference is made to the memory 
address that is not mapped by any of the region then it is invalid access and 
ERR_VM_PF_BAD_ADDRESS error is returned. 
This fault can also be a page protection fault when a program attempts to access a memory in 
a manner that violates the preconfigured access protection for a memory segment. Protection 
mode can enable any of the read, write, or execute access. If this is the reason of the fault bad 
permission error ERR_VM_PF_BAD_PERM is returned. 
SysPak OS page fault handler then obtains the vm_cache_ref belonging to this region. It also 
calculates the exact offset into backing store where this fault occurs. If cache of the faulting 
region has the fault handler  then it is call to caches fault handler is triggered and that handles 
the page fault. This is the case only when faulting region is mapped by a device baking store 
vm_store_device. The vm_store_device has fault handler, which maps the faulting page into  
at specific offset into the device address space. 
Now searching into cache is started whether this page is present in cache. If this is present in 
the cache of the faulting region, then fault was to access a virtual memory location that 
resided within a region and page is in physical memory, but no current MMU translation is 
established from the physical page to address space that caused the fault. This is normally due 
to two cases: 

1. The page is in memory but was recently stolen by page daemon, washing its present 
bit in MMU. 

2. The page is backing a file that is being used by another region and this region has also  
maps that files and both region uses same cache. This is the case when a file is shared 
by two or more regions with out private mappings. All regions sharing the file will be 
belonging to same cache. 

To remedy this situation just establishes a mapping of faulting page, present in memory, in 
MMU and resuming normal execution. 
But if the page is not found in cache of faulting reason, then this  attempt is made to access 
the access a virtual memory location that is mapped by a region does not have physical page 
of memory mapped to it and page does not exits in physical memory. Here two situations can 
arise on the question that  store of faulting cache has a page? 

·  If the store of the faulting cache has a page, then this region is backed by a file on the 
disk. So a page is created for the address and the contents are copied into this from 
backing store’s faulting offset and mapping in MMU is establishes and process can 
continue normal execution. 

·  If the store of the faulting cache has not a page, then this region is backed by  
anonymous backing store and anonymous store has no pages. Now also two situations 
arise here: 

1. It is checked to see that whether the cache of this anonymous region has a 
source cache. If this region has no source cache, we create a new page zeroing 
it contents and mapping it in MMU. 

2. If this region has source cache this region was created as private map, we try 
to search this page into the source cache, if found well, other wise we read it 
from the backing store of source cache and temporarily insert it into the source 
cache. Now the problem is in which cache this page will be inserted 
permanently. 



 

·  For the solution of this problem access that causes the fault is checked.  If 
this was a read access, we leave the page residing in source cache, make it 
read-only in MMU, and establish a mapping form faulting address to this 
page and execution continues . (The reason for making the page read only 
is that this page is shared by the faulting region now, but that faulting 
region has private address map, so when next time write access will occur 
to MMU will generate a fault and page fault handler will copy this page 
from source cache to faulting region cache, so that this region will have its 
own private copy for modification.) 

·  If the access was of write, (copy-on-write) then we make a new page in 
faulting cache copy the contents from source cache where it was read to 
the faulting cache   

 

 
Figure 6.4: Steps in handling the page fault. 

6.2.5 Page Cache  
The page cache is a list of pages that are backed by regular files, block devices or swap. 
There are basically four types of pages that exist in the cache:  

·  Pages that were faulted in as a result of reading a memory mapped file;  
·  Blocks read from a block device or filesystem are packed into special pages called 

buffer pages. The number of blocks that may fit depends on the size of the block and 
the page size of the architecture;  

·  Anonymous pages first enter the page cache with no backing storage but are allocated 
slots in the backing storage when the kernel needs to swap them out 

·  Pages belonging to shared memory regions which are treated in a similar fashion to 
anonymous pages. The only difference is that shared pages are added to the swap 
cache and space reserved in backing storage immediately after the first write to the 
page.  



 

Following structures are used for page cache: 
t ypedef  s t r uct  vm_cache_r ef  {  
 i nt  magi c;  
 st r uct  vm_cache * cache;  
 mut ex l ock;  
 
 st r uct  vm_r egi on * r egi on_l i s t ;  
 
 i nt  r ef _count ;  
}  vm_cache_r ef ;  
 
#def i ne VM_CACHE_REF_MAGI C ' vmcr '  
 
/ /  vm_cache 
t ypedef  s t r uct  vm_cache {  
 i nt  magi c;  
 vm_page * page_l i st ;  
 vm_cache_r ef  * r ef ;  
 st r uct  vm_cache * sour ce;  
 st r uct  vm_st or e * st or e;  
 unsi gned i nt  t empor ar y :  1;  
 unsi gned i nt  scan_ski p :  1;  
 of f _t  v i r t ual _si ze;  
}  vm_cache;  
Pages exist in this cache for two reasons. The first is to eliminate unnecessary disk reads. 
Pages read from disk are stored in a page hash table hashed on the st r uct  addr ess_space 
and the offset. This table is always searched before the disk is accessed. The second reason is 
that the page cache forms the queue as a basis for the page replacement algorithm to select 
which page to discard or pageout. 
An API is provided that is responsible for manipulating the page cache which is listed  
below: 
 
vm_cache * vm_cache_cr eat e( vm_st or e * st or e) ;  
vm_cache_r ef  * vm_cache_r ef _cr eat e( vm_cache * cache) ;  
voi d vm_cache_acqui r e_r ef ( vm_cache_r ef  * cache_r ef ,  bool  acqui r e_st or e_r ef ) ;  
voi d vm_cache_r el ease_r ef ( vm_cache_r ef  * cache_r ef ) ;  
vm_page * vm_cache_l ookup_page( vm_cache_r ef  * cache_r ef ,  of f _t  page) ;  
voi d vm_cache_i nser t _page( vm_cache_r ef  * cache_r ef ,  vm_page * page,  of f _t  
of f set ) ;  
voi d vm_cache_r emove_page( vm_cache_r ef  * cache_r ef ,  vm_page * page) ;  
i nt  vm_cache_i nser t _r egi on( vm_cache_r ef  * cache_r ef ,  vm_r egi on 
* r egi on) ;  
int vm_cache_remove_region(vm_cache_ref *cache_ref, vm_region * region); 
 
6.2.5.1 Page Cache Hash Table 
As stated, there is a requirement that pages in the page cache be quickly located. To facilitate 
this, pages are inserted into a table page_cache_table. 
The table is allocated during system initialisation by vm_init( )   
6.2.5.2 Manipulating the Page Cache  



 

This section begins with how pages are added to the page cache. It will then cover how pages 
are moved from the act i ve_l i s t  to the i nact i ve_l i s t . Lastly we will cover how pages are 
reclaimed from the page cache.  
6.2.5.3 Adding Pages to the Page Cache  
Pages which are read from a file or block device are added to the page cache by calling 
vm_cache_insert_page() during a file read operation.  
All filesystems use the high level function read() so that operations will take place through 
the page cache. It calls read( )  which first checks if the page exists in the page cache. If it 
does not, the information is read from disk and added to the cache with 
vm_cache_insert_page(). 
Anonymous pages are added to the page cache the first time they are about to be swapped out 
The only real difference between anonymous pages and file backed pages as far as the page 
cache is concerned is that anonymous pages will use swap_device as the st r uct  
addr ess_space.  
Refilling inactive_list  
When caches are being shrunk, pages are moved from the act i ve_l i s t  to the 
i nact i ve_l i s t  by the daemons.  
Pages are taken from the end of the act i ve_l i s t . If the PG_r ef er enced flag is set, it is 
cleared and the page is put back at top of the act i ve_l i s t  as it has been recently used and is 
still ``hot©©. If the flag is cleared, it is moved to the i nact i ve_l i s t  and the PG_r ef er enced 
flag set so that it will be quickly promoted to the act i ve_l i s t  if necessary.  
6.2.5.4 Reclaiming Pages from the Page Cache  
The daemons are the part of the replacement algorithm which takes pages from the 
inactive_list and decides how they should be swapped out.  
For each type of page found on the list, it makes a different decision on what to do. These 
decisions are discussed in Section 6.4 “Page Replacement Policy of  SysPak OS”  
6.3 Physical Page Management 
Pages are fundamental unit of  physical memory in SysPak OS memory management 
subsystem.In this section it is described how pages are structured, how they are located, and 
how different queues manages pool of pages with in system. 
6.3.1 Pages – The Basic Unit of SysPak OS Memory  
Physical memory is divided into pages. The hardware address translation map manages the 
ampping between a physical page and its virtual address space. Physical memory is managed 
on a page-by-page basis through the vm_page structure.Each physical frame has associated 
with it a vm_page structure.  Pages of physical memory are categorized through the 
placement of their respective vm_page structures on one of several paging queues. 
t ypedef  s t r uct  vm_page {  
 i nt  magi c;  
 st r uct  vm_page * queue_pr ev;  
 st r uct  vm_page * queue_next ;  
 st r uct  vm_page * hash_next ;  
 of f _t  of f set ;  
 addr  ppn;  
     st r uct  vm_cache_r ef  * cache_r ef ;  
 st r uct  vm_page * cache_pr ev;  
 st r uct  vm_page * cache_next ;  
 unsi gned i nt  r ef _count ;  
 unsi gned i nt  t ype :  2;  



 

 unsi gned i nt  s t at e :  3;  
}  vm_page;  
A page can have three following states: 
 
PAGE_STATE_ACTI VE:  the page is currently active and mapped into at least one address space  
PAGE_STATE_I NACTI VE:  the page is currently inactive but may be reclaimed  
PAGE_STATE_BUSY:  page is in transitional state, Used when moving a page from active state 
to inactive state – can be reclaimed as needed 

PAGE_STATE_MODI FI ED:  the page is currently in transition, dirty and scheduled to be written 
PAGE_STATE_FREE:  the page is currently available for use 
PAGE_STATE_CLEAR:  the page is currently available for use and zero filled 
PAGE_STATE_WI RED:  the page is kept permanently in memory and should not be replaced 
PAGE_STATE_UNUSED:  the page has an error may be of hardware and is not being used 

Except for the wired, unused and busy state, the page is typically placed in a doubly link list 
queue representing the state that it is in. Wired, unused and busy pages are not placed on any 
queue.  

Following queues are used fro storing pages: 

page_f r ee_queue 
page_cl ear _queue 
page_modi f i ed_queue 
page_act i ve_queue 
 
In general terms, each of the paging queues operates in a LRU fashion. A page is typically 
placed in a wired or active state initially. When wired, the page is usually associated with a 
page table somewhere. The VM system ages the page by scanning pages in a more active 
paging queue (LRU) in order to move them to a less-active paging queue. Pages that get 
moved into the inactive queue are still associated with a VM object but are candidates for 
immediate reuse. Pages in the free queue are truly free. SysPak OS attempts to minimize the 
number of pages in the free queue, but a certain minimum number of truly free pages must be 
maintained in order to accommodate page allocation at interrupt time. 
If a process attempts to access a page that does not exist in its page table but does exist in one 
of the paging queues (such as the inactive queues), a relatively inexpensive page reactivation 
fault occurs which causes the page to be reactivated. If the page does not exist in system 
memory at all, the process must block while the page is brought in from disk. 
SysPak OS dynamically tunes its paging queues and attempts to maintain reasonable ratios of 
pages in the various queues as well as attempts to maintain a reasonable breakdown of clean 
vs. dirty pages. The amount of rebalancing that occurs depends on the system©s memory load. 
This rebalancing is implemented by the pageout daemon and involves laundering dirty pages 
(syncing them with their backing store), noticing when pages are activity referenced 
(resetting their position in the LRU queues or moving them between queues), migrating pages 
between queues when the queues are out of balance, and so forth.  
6.3.2 Page Size 
The optimal page size is trade-off between performance and memory size efficiency.A larger 
page size has less memory management overhead and hence better performance, but a 
smaller page size wastes less memory. SysPak OS uses page size of 4096 bytes. 
6.3.3 The Page Level Inter faces 



 

The SysPak OS virtual memory system implementation has grouped page management and 
manipulation into central group of functions. These functions are used to create, delete and 
modify pages. These are shown below: 
vm_page * vm_page_al l ocat e_page( i nt  st at e) ;  
vm_page * vm_page_al l ocat e_page_r un( i nt  st at e,  addr  l en) ;  
vm_page * vm_page_al l ocat e_speci f i c_page( addr  page_num,  i nt  
s t at e) ;  
vm_page * vm_l ookup_page( addr  page_num) ;  
i nt  vm_mar k_page_i nuse( addr  page) ;  
i nt  vm_mar k_page_r ange_i nuse( addr  s t ar t _page,  addr  l en) ;  
i nt  vm_page_set _st at e( vm_page * page,  i nt  st at e) ;  
 
6.4 SysPak OS Page Replacement Policy 
SysPak OS page buffering, page replacement policy. It is an interesting strategy that can 
improve the paging performance and is simpler page replacement policy. The page 
replacement policy is simple LRU (Least Recently Used). TO improve performance a 
replaced page is not lost but rather is assigned to one of two queues: the free queue if the 
page has not been modified, or the modified queue if it has. Page is not physically moved 
about in physical memory; instead entry in the page table for this page has been removed and 
placed in either free or modified queue. 
The free page queue is a queue of page frames available for reading in pages. SysPak OS tries 
to keep some small number of pages free all the times. When page is to be read in, the page 
frame at the front of queue is used, destroying the page that was there. When an unmodified 
page is to be replaced, it remains in memory and its page frame is added to the rare of free 
queue. Similarly when a modified page is to written out and replaces, it is added to the 
modified page queue. 
Important aspect of these maneuvers is that page to be replaced remains in main memory. 
Thus if the process references the page it is returned to the working set of process at little cost. 
The modified page queue serves another useful function: Modified pages are written in 
clusters rather then one at a time. This significantly reduces the number of I/O operations and 
therefore amount of disk access time.  
SysPak OS manages page replacement by two kernel threads: 

·  page daemon, this thread scans through the pages of address spaces and assigns the 
pages to be replaced to the free or modified queue.  

·  pageout daemon runs after specified interval of time, synchronizing a cluster of 
modified pages to their backing stores.  

6.4.1 The Page Daemon  
The Page Daemon is memory management daemon that manages the system wide physical 
memory. This daemon consists of a page scanner that scans through the pages of process’s 
address spaces and selects page for pageout. The page scanner and the virtual memory page 
fault mechanism are the core of the demand-paged memory allocation system used to manage 
the SysPak OS memory. Page daemon runs regularly, after specified interval, to steal 
memory   from address spaces by taking pages that haven’ t been used recently, syncing them 
with their backing store, and freeing them. If paged-out virtual memory is required again by 
an address space, then a memory page fault occurs when the virtual address is referenced and 
the pages are recreated and copied back from their backing store. 
In an address space, the working set model and the page faults determines which part of 
virtual memory will be backed by real physical memory and which will be moved out to 
swap. The page scanner always selects page of address space for page out whose working set 



 

model is not proper or its faulting rate is high. This process-based page replacement policy is 
known as local page replacement. The subtleties of which pages are stolen govern the 
memory allocation policy and can affect different work loads in different environment. 
6.4.1.1 Working Set Model in Page Daemon  
To prevent a thread from thrashing we must provide a process as many frames as it needs.  
But how we do how many frames it “needs”? Working set model answers this. Working set 
model starts by looking how many frames a process is actually using. This approach defines 
the locality model of the process execution.  
The locality model states that, as a process executes, it moves from locality to locality. A 
locality is a set of pages that are actively used together. A program may compose of several 
different localities, which may overlap. The working set model is based upon the assumption 
of the locality. This model uses a parameter, � , to define working set window. The idea is to 
examine the most �  page references. The set of pages in the most recent �  page references 
is the working set. If a page is an active use it will be in working set. If it is no longer being 
used, it will drop from the working set �  time units after its last reference. Thus the working 
set is the approximation of the programs locality. 
 SysPak OS uses working set model for the address spaces. Working set concept has a 
profound impact on the virtual memory management design. Working set is the set of pages 
that a process is currently accessing. SysPak OS records the working set size for address 
space of each process. When process is created its working set is size is 
DEFAULT_WORKING_SET, whose default value is 256 pages. Currently, default working 
set size for the kernel is defined by DEFAULT_KERNEL_WORKING_SET, it consists of 
1024 pages.  SysPak OS also keep record of the maximum working set size and minimum 
working set size that are allowed for an address space. SysPak OS defines the minimum and 
maximum working sets for an address space when a process is created. An address space 
must have minimum DEFAULT_MIN_WORKING_SET pages in its working set. Value of 
DEFAULT_MIN_WORKING_SET is 64 and maximum number of pages that a process can 
have in its working set is DEFAULT_MAX_WORKING_SET (65536). Working set of each 
address space is adjusted after a specified interval that is 
WORKING_SET_ADJUST_INTERVAL and its value is 5000000 micro seconds. 
Page daemon is implemented as a kernel thread. It has been assigned lowest priority in the 
RT thread scheduling class (THREAD_MIN_RT_PRIORITY).  Page daemon is awakened 
after an interval (PAGE_DAEMON_INTERVAL) its value is currently 500000 micro 
seconds. It scans through all of the address spaces and gets the mapped size of the each 
address space. Page daemon calculate the time since last working set adjust, if this interval 
has been passes it consider the work space for working set adjust other wise it skip address 
space for completion of this interval and consider the next address space. When it found an 
address space whose WORKING_SET_ADJUST_INTERVAL has been expired then it 
calculates its number of page faults rate on that address space in one second. Also it sets 
working set adjust time of this address space to current time and zeros its page fault count. 



 

  
Figure 6.5: Working Set and Page Faults 

To adjust working set of an address space, SysPak OS focuses on the page fault rate for that 
address space. As figure 6.5 shows that page fault rate falls as we increase the working size 
set of an address space. The working set should fall at a point on this curve such as indicated 
by W in figure. Thus by monitoring the working set directly set directly, SysPak OS achieves 
good results by monitoring the page fault rate. The line of reasoning’s is as follows: 

·  If the page fault rate of a process is below some minimum threshold, the system as a 
whole can benefit by assigning a smaller resident size to this process (because more 
page frames are available to other processes) without harming the process.  

·  If the page fault rate of a process is above some maximum threshold. The process can 
benefit from an increased working set size without degrading the system. 

Two page faults threshold are defined for page faults: MAX_FAULTS_PER_SECOND (100) 
and MIN_FAULTS_PER_SECOND (10). SysPak OS monitors three things for adjusting the 
working set of an address space: 

1. faults_per_second 
2. mapped_size 
3. woking_set_size 

By analyzing  these factors SysPak OS increases or decreases the working set size: 
·  If the faults per second of an address space are greater then 

MAX_FAULTS_PER_SECOND and the size of mapped memory is greater then working 
set size and  also working size is yet less then  its max_working_set then SysPak OS 
increases the working set size by  WORKI NG_SET_I NCREMENT (32). 

 
              i f ( f aul t s_per _second > MAX_FAULTS_PER_SECOND 
           && mapped_si ze >= aspace- >wor ki ng_set _si ze 
           && aspace- >wor ki ng_set _si ze < aspace- >max_wor ki ng_set )   
   aspace- >wor ki ng_set _si ze += WORKI NG_SET_I NCREMENT;  

 
·  If the faults per second of an address space are less  then MI N_FAULTS_PER_SECOND 

and the size of mapped memory is less then working set size and  also working size is 



 

yet greater then  its min_working_set then SysPak OS decreases the working set size 
by  WORKI NG_SET_DECREMENT (32). 

 
i f ( f aul t s_per _second < MI N_FAULTS_PER_SECOND 

   && mapped_si ze <= aspace- >wor ki ng_set _si ze 
   && aspace- >wor ki ng_set _si ze > aspace- >mi n_wor ki ng_set )  
 aspace- >wor ki ng_set _si ze - = WORKI NG_SET_DECREMENT;  
 

SysPak OS also defines two thresholds for maintaining free memory count, the 
free_memory_low_water that is 1/8 of the total number of physical pages in the system and 
free_memory_high_water that is ¼ of the total number of physical pages in system. SysPak 
OS enters in trimming cycle when total number of free page frames available for the system 
is less then free_memory_low_water. SysPak OS only steal pages from processes when it is 
in trimming cycle. So if the page daemon is in trimming cycle and address space under 
consideration has  greater mapped size then its working set size then it calculates the number 
of pages that it can steal from that address space. It calculates this by: 
f r ee_memor y_t ar get  = mapped_si ze -  aspace- >wor ki ng_set _si ze;  
Then page daemon triggers the page scanner function scan_pages, by passing it the address 
space and the count pf pages that should be stolen (f r ee_memor y_t ar get ) from address 
space. 

 
Figure 6.6: The Page Daemon 

6.4.1.2 Working of Page Scanner  
The page scanner function scan_pages, tracks page usage a per page hardware bit from the 
hardware MMU for each page. Two bits are kept for each page they indicate whether the 
page has been modified or referenced since the bits were last cleared. The page scanner uses 
the bits as the fundamental data to decide which pages of memory have been used recently 
and which have not. 



 

The page scanner scans for pages through the regions, by the virtual page order in each 
region of that address space which it is scanning, looking for pages that have not been used 
recently. For each virtual page it obtains  the MMU page table entry for that virtual page with 
flags and by taking the physical address from page table entry, where this  virtual page 
ismapped, it gets a physical page structure vm_page. It does not consider the page for stealing 
whose state is one the following two: 

1. PAGE_STATE_BUSY 
2. PAGE_STATE_WIRED 

If any  page of above state comes in its way, skips it, and continues with the next virtual page. 
It also skips the page whose present bit in page table entry of MMU is marked 0. 
If its sees a page whose state is not accesses and page is active one then it has got a page for 
stealing. Page scanner will unmap the page (by setting PTE present bit to 0) and clear it’s 
modified and accessed bits in page table entry of MMU, changing its state to 
PAGE_STATE_MODIFIED if MMU is saying, this page is modified. If the page that page 
scanner has stolen is not modified and no region is referring to it any more, then it has been 
unmapped for the last time. So page scanner sets its state to the PAGE_STATE_INACTIVE. 
It does not set it state to PAGE_STATE_FREE because page is in memory and process may 
reclaim it later. 
 

 

Figure 6.7: Page, Pageout and Scrubbers Daemons Functionality 
After stealing a page it continues with next page in this region, if all the pages of region has 
been scanned then it start scanning the next region of the address space under consideration. 
This scanning process stops when either all the regions in address space have been scanned or  



 

PAGE_SCANED_QUANTUM has been reached to 0. Value of this quantum is 500. It is 
decremented by 1 when a page is stolen by scanner. 
6.4.2 Page-out Daemon 
Dirty pages are stored onto modified page queue. A separate thread, Page-out Daemon can 
write them out to their backing stores. Another thread is used so that a dead lock can occur 
while system is waiting to swap a page out. It takes a page from modified page queue and 
writes it back to its backing store. It does not write a modified page that is backed by 
anonymous store, until system is in trimming cycle.  The page out thread calls the write 
function of backing store that is backing this page, to write back the pages. It also clears 
modified bit in all MMU PTE entries wherever this page is mapped. It then sets page state to 
PAGE_STATE_ACTIVE if it being referenced otherwise its state is set to the 
PAGE_STATE_INACTIVE. Also this page is taken out, now, from modified queue and put 
in active pages queue. 
6.4.3 Page Scrubber 
Page scrubber is kernel thread that is used for clearing the free pages. It runs every 100ms to 
clear the free pages. Every time it runs, it take number SCRUB_SIZE  pages from the free 
queue and clear the content of pages by zeroing the page and moving it to the clear queue of 
pages. 
6.5 Hardware Address Translation Layer  
The hardware translation (HAT) layer controls the hardware that manages the mapping of 
virtual to physical memory. The HAT layer provides interfaces that implement the creation 
and destruction of mappings between virtual and physical memory and provide a set of 
interfaces to probe and control the MMU. The following shows the demarcation between 
elements of HAT layer. 
The HAT layer hides the platform specific implementation and uses the translation_map data 
structure to hold the top level translation information for an address space. This 
translation_map is hsown below: 
typedef struct vm_translation_map_struct {  
 struct vm_translation_map_struct *next; 
 struct vm_translation_map_ops_struct *ops; 
 recursive_lock lock; 
 int map_count; 
 struct vm_translation_map_arch_info_struct *arch_data; 
}  vm_translation_map; 
Hardware specific info is shown below: 
typedef struct vm_translation_map_arch_info_struct {  
 pdentry *pgdir_virt; 
 pdentry *pgdir_phys; 
 int num_invalidate_pages; 
 addr pages_to_invalidate[PAGE_INVALIDATE_CACHE_SIZE]; 
}  vm_translation_map_arch_info; 
Trnaslatiom _map_struct operations are defined below: 
typedef struct vm_translation_map_ops_struct {  
 void (*destroy)(vm_translation_map *); 
 int (* lock)(vm_translation_map*); 
 int (*unlock)(vm_translation_map*); 



 

 int (*map)(vm_translation_map *map, addr va, addr pa, unsigned int attributes); 
 int (*unmap)(vm_translation_map *map, addr start, addr end); 
 int (*query)(vm_translation_map *map, addr va, addr *out_physical, unsigned int 
*out_flags); 
 addr (*get_mapped_size)(vm_translation_map*); 
 int (*protect)(vm_translation_map *map, addr base, addr top, unsigned int attributes); 
 
 

 
Figure 6.8: Role of the HAT layer  in Vir tual-to-Physical Translation 

 int (*clear_flags)(vm_translation_map *map, addr va, unsigned int flags); 
 void (* flush)(vm_translation_map *map); 
 int (*get_physical_page)(addr physical_address, addr *out_virtual_address, int flags); 
 int (*put_physical_page)(addr virtual_address); 
}  vm_translation_map_ops; 
 
int vm_translation_map_create(vm_translation_map *new_map, bool kernel); 
int vm_translation_map_module_init(kernel_args *ka); 
int vm_translation_map_module_init2(kernel_args *ka); 
void vm_translation_map_module_init_post_sem(kernel_args *ka); 
 
// quick function to map a page in regardless of map context. Used in VM initialization, 
// before most vm data structures exist 
 
int vm_translation_map_quick_map(kernel_args *ka, addr va, addr pa, unsigned int attributes, 
addr (*get_free_page)(kernel_args * )); 
// quick function to return the physical pgdir of a mapping, needed for a context switch 
addr vm_translation_map_get_pgdir(vm_translation_map *map); 


